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ABSTRACT 

 

 The number of attacks on the Internet has increased ever since it became available to the 

general public. One of the services that has been constantly attacked is the Domain Name System 

(DNS). DNS, being an important part of the Internet is used to connect to websites, check email 

etc. One of the major types of attacks employing DNS service includes DNS Cache poisoning 

where the attacker sends spoofed DNS query responses and makes the server to cache his 

response instead of the legitimate IP and hence the user will be redirected to malicious site. To 

defend against such attacks, a number of methods have been researched and implemented, with 

varying success. In this paper several steps are taken to gain insight into the DNS service and the 

attacks that affect them. The different attacks that are possible are analyzed and described. The 

detection of attacks is done by analyzing the attack characteristics and derives the methods of 

detection. The goal that will be presented in this paper focuses on simulating such attacks 

involving DNS servers. The typical scenario of such attacks is simulated using Backtrack. This 

simulation would be helpful in identifying the key steps required to carry out such attacks and 

hence find new measures on preventing such attacks in the future.  
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INTRODUCTION 

 

  The number of attacks on Internet services has been on the rise since the Internet became 

available to the general public. One of the services that have also been attacked using various 

ways is the Domain Name System (DNS) service. The DNS an important part of the Internet is 

used for the hostname to IP address resolution and vice versa. Without DNS this mechanism 

cannot happen with ease. New attacks on services appear almost daily mainly due to existing 

vulnerabilities on DNS architecture.  
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Typically there are seven major types of attacks employing DNS service. They are : DNS 

Brute forcing (to detect sub-domains), DNS Zone transfer(related to improperly configured DNS 

server), Reverse DNS lookup(to get idea about the servers running in the organization network), 

Google scraping(attacker collect plenty of DNS information from Google, without disturbing any 

resource of the target using queried results), DNS cache poisoning(attacker sends spoofed DNS 

query responses and makes the server to cache his response instead of the legitimate IP and 

hence the user will be redirected to malicious site), DNS Rebind attack(used to access a local 

network) and methods employed by Bot nets(where the bot dynamic domain name generation 

algorithms are used to find out the possible domains that bot can generate). 

 

Even a small part of the DNS infrastructure being unavailable for a very short period of 

time could potentially upset the entire Internet and is thus totally unacceptable. To defend against 

such attacks, a number of methods have been researched and implemented, with varying success. 

In this paper several steps are taken to gain insight into the DNS service and the attacks that 

plague them. The different types of attacks that are possible are analysed and described. 

 

The detection of attacks is done by describing the attack characteristics and derives 

methods of detection. The goal that will be presented in this paper focuses on simulating such 

attacks involving DNS servers. The typical scenario of such attacks is simulated using 

Backtrack. This simulation would be helpful in identifying the key steps required to carry out 

such attacks and hence find new measures on preventing such attacks in the future. 

 

BACKGROUND 

     

 The Advanced Security Appliance (ASA),Private Internet Exchange( PIX), and  Firewall 

Security Module(FWSM) firewall products, Cisco Intrusion Prevention System (IPS) and Cisco 

IOS(Internetwork Operating System) NetFlow feature, has capabilities to identify and mitigate 

DNS related attacks. DNS cache poisoning attacks commonly use multiple responses to each 

query as the attacker attempts to predict or brute force the transaction ID and the UDP source 

port to corrupt the DNS cache. The DNS guard function is used to inspect an existing DNS 

connection associated with a DNS query the moment the first DNS response message is received 

and forwarded by the firewall. The firewall also ensures that the transaction ID of the DNS reply 

matches the transaction ID of the initial DNS query. For the firewall to successfully weaken the 

cache poisoning attacks underway, both the initial DNS query and the subsequent non-malicious 

DNS response will need to transit the firewall. If the malicious DNS response arrives first and 

with the correct transaction ID, then the firewall is defeated to prevent DNS cache poisoning 

type attacks.  
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The Cisco IPS(Intrusion Prevention System), provides several signatures to detect 

application specific vulnerabilities such as buffer overflow vulnerabilities as well as 

informational DNS signatures that indicates  reconnaissance or probing. There are several 

anomaly-based signatures that can provide coverage for vulnerabilities such as amplification 

attacks or cache poisoning where the number of DNS transactions varies. Administrators can 

configure Cisco IOS Net Flow on Cisco IOS routers and switches to help to identify malicious 

traffic flows that aim to exploit the DNS implementation flaws. The products listed above have 

their own cost wise expenditure. Hence even though they are successful in detecting attacks, one 

must always seek out for software implementations that are cost wise beneficial. 

 

Other tools that are available to analyze DNS includes DNSCAP - DNS traffic capture 

utility(a DNS traffic capture utility that provides DNS-specific functionality beyond that of 

tcpdump), DSC - DNS Stats Collector(a DNS tool that creates statistical information for DNS 

traffic), fpdns - DNS fingerprinting tool(a tool used to fingerprint DNS resolvers), dig(a 

powerful command line utility for debugging and troubleshooting DNS), host(a DNS lookup 

command line utility), nslookup(a command line DNS lookup utility included in many operating 

systems), dnsdump(a tool that will monitor and display DNS messages seen on the network), 

dnsmap(a tool that collections all available information for a sub-domain), dnsenum(a tool that 

attempts to collect all possible information available for a domain. 

The current scenario forces one to find out ways to detect such attacks in the inception 

itself so that adequate preventive measures can be enforced. The key to any such preventive 

measures is always to find out the way in which the attack was carried out in the first place. Thus 

this becomes the focus of this paper to simulate these attacks using Virtualbox and Backtrack. 

 

RELATED WORKS 

 

Existing System 

  

 The cryptographic solutions suggested in [1] include DNSSEC (Domain Name System 

Security Extensions) and DNSCurve. DNSSEC, a security suite of Internet Engineering Task 

Force (IETF) uses digital signatures to authenticate and protect integrity of responses to DNS 

queries made. The cryptographic solutions are less popular to deploy as they tend  to affect DNS 

performance, and also cause political and infrastructural issues. 

         

The most popular non-cryptographic defense against blind response forgery which is 

included in cache poisoning is UDP source port randomization. It randomizes the source port 

number in addition to the transaction ID thus increasing the entropy of recursive DNS queries, 

and hence makes the birthday attack more difficult. This patch heavily depends on the local 
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network configuration which may contain firewall that imposes strict constraints on inbound 

connections. Some other solutions aim to prevent blind response forgery by increasing entropy of 

queries are 0x20-bit encoding, which randomizes capitalization of letters in the query (the 

amount of entropy depends on the length of the query), and WSEC-DNS and XQID, which use a 

challenge-response scheme with random nonces.While these solutions may be effective for 

blocking a particularly dangerous attack vector (namely, blind response forgery), they do not 

actually authenticate responses to recursive DNS queries and should be viewed only as a 

temporary patch until proper authentication mechanisms are deployed. 

 

Other suggested solutions include raising TTLs [2] of legitimate records and limiting the 

number of simultaneous recursive queries (the latter to decrease the number of simultaneous 

races that may be staged by the attacker). 

 

Attack Overview 

 

 Over the years attackers have found new ways to perform attacks to circumventing 

defences laid down to protect against previous types of attacks as described in [2]. The attacks 

involving DNS servers can be classified into two major groups. They are: 

 The attacks targeting DNS servers 

 The attacks using DNS servers, to target some other system 

 

The DNS cache poisoning attack targets DNS servers whereas DNS rebinding attack uses 

DNS servers to target some other system.  

  

The absence of any signature validation on DNS entries makes it possible for an attacker 

to inject false resolves for a domain or host. Cache poisoning can be done on a DNS server with 

recursive querying enabled or an end host. The attack is initiated at the moment that a host asks 

for the address resolve. The cache poisoner will try to react to the query faster than the DNS 

server that is being queried, because then its answer to the query will be accepted. For this to 

work the attacker needs to know which DNS server is the Authoritative DNS server for this 

address resolution and then needs to spoof its source address to this DNS server’s address. One 

approach to make sure that the Authoritative DNS server does not respond in time is to slow 

down the Authoritative DNS server by performing a DoS(Denial of Service) attack on it. This 

type of attack is possible because the only protection against this is the query Id (QID) field in a 

DNS packet. In earlier times this QID would only be incremented by one after every query, but it 

was soon realized that this would not provide any protection. All DNS servers used nowadays 

apply Pseudo Random Number Generation (PRNG) for the QID field. However this field is only 

16 bit long and the quality of PRNG is in a lot of cases not as good as it needs to be. 
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A Domain Name System (DNS) Rebinding attack compromises the integrity of name 

resolution in DNS with the goal of controlling the IP address of the host to which the victim 

ultimately connects DNS rebinding attacks disrupt the same-origin policy of browsers and make 

them open network proxies. Through this an attacker can evade organizational and personal 

firewalls, send spam email, and can help defraud pay-per-click advertisers. 

 

General Detection Methods 

 

 Based on the attack characteristics several methods can be used to detect the type of 

attack that is underway. This section briefly explains the possible detection methods as cited in 

[3]. 

1)  Packet per flow method:  The volume of traffic that needs to be transmitted to and from a 

DNS server can be used as a measure to determine the type of an attack. The volume differs in 

large proportions for various attacks. The volume of traffic is comprised of the number of packet 

and their total size. Packet size can indicate some type of attacks, whereas contents of packet are 

not a determining factor. A normal client will perform a small amount of queries during a certain 

time period to resolve a hostname. A malicious client on the other hand will have flows with a 

large number of packets, or will generate a enormous amount of flows with only a small amount 

of packets. Only when an attack occurs does this amount of packets in a flow increase. A peak 

can however also be normal traffic. Some type of calculation needs to be found identify if the 

values of packets per flow that are seen contain anomalous behavior. This method could be used 

to detect the detect DNS cache poisoning attack. 

2)  Average Number of Flows: The average number of flows a host sends to a DNS server 

during time slices might increase when an attack occurs. The assumption is that many hosts will 

have periods of inactivity that will be followed by normal traffic that will only generate a 

relatively low amount of flows. Only when a host attacks a DNS server will the amount of flows 

to the DNS server increase to above a certain threshold and can it be seen as possible malicious 

traffic.By using the following equation it might be possible to detect increase in flows during an 

attack. The average number of flows μ and the standard deviation σ of the number of flows is 

expected to be reasonable stable over time. The value of K needs to be determined.  

  F=  
   1       , 𝑖𝑓 𝑥 ≥  µ + 𝐾 ∗ 𝜎;

0 , 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒 
  

 

DNS Caching and TTL interval 

 

 Whenever a user’s computer is interested in a hostname, it is not the user’s computer as a 

single entity that carries out a DNS name lookup[2]. On the other hand, it is a client application 

such as the Internet Explorer, Firefox, a mail client such as sendmail, etc., that sends a query to a 
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DNS nameserver. The browser will send that URL related to the queried hostname to one of the 

nameservers of the related domain.This name lookup will continue to other higher name servers 

until the required resolution is obtained. However, if this was not the first request for the name 

resolution of that hostname, it is likely that the local nameserver would be able to resolve the 

URL by looking into its own cache.  

 

In general, the various client applications (such as mail clients, web browsers, etc.) 

maintain their own DNS caches usually with very short caching times (typically 1 minute but 

which can be as long as 30 minutes) for the information stored. Additionally, the operating 

system may carry out some local name resolution before sending out a name resolution request 

to the nameserver of the local domain. At the very least, the operating system would be 

programmed to look up the information in /etc/hosts for any direct hostname-to-IP address 

mappings one might have placed there. The operating system may also maintain a local cache for 

the previously resolved hostnames with relatively short caching times (of the order of 30 

minutes) for the information stored.  

 

When a DNS query for a given hostname is fielded by an authoritative DNS server, in 

addition to the IP address the server also sends back a time interval known as the TTL (Time to 

Live) for the response. The TTL specifies the time interval for which the response can be 

expected to remain valid. What get stored in the cache is both the IP address and its associated 

TTL. Subsequently, for all DNS queries for the same hostname made within the TTL window, 

the local name-resolver working with the DNS server will return the cached entry and the query 

will not be sent to the remote nameserver. 

 

The TTL value associated with a hostname is set by the administrator of the authoritative 

DNS server that returns the IP address along with its TTL. The TTL can be in units of minutes, 

hours, days, and even weeks. Ordinarily, an ISP nameserver will cache an IP address for a 

hostname for 48 hours. While DNS caching (along with the distributed nature of the DNS 

architecture) makes the hostname resolution faster, there is a down side to caching: any changes 

to the DNS do not always take effect immediately and globally. 

 

DNS Cache Poisoning 

 

 The poisoning of a DNS cache means entering in the cache a fake IP address for a 

hostname, a domain name, or another nameserver. What makes DNS cache poisoning a difficult 

(or, in some cases, relatively easy) exploit is the use of a 16-bit Transaction ID integer that is 

sent with every DNS query [2]. This integer is supposed to be randomly generated. Whenever an 

application needs to resolve a symbolic hostname for a remote host, it sends out a DNS query 

along with the randomly generated 16-bit Transaction ID integer. If the nameserver to which the 
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DNS query is sent does not contain the IP address either in its cache or in its zones for which it 

has authority, it will forward the query to nameservers higher up in the tree of nameservers. Each 

such query will be accompanied with its own 16-bit Transaction ID number. When a nameserver 

is able to respond to a DNS query with the IP address, it returns the answer along with the 

Transaction ID number so that the recipient of the response can identify the corresponding query. 

If the TCP or UDP port number, the IP address and the Transaction ID accompanying thes 

response are correct, the reply to the query is considered to be legitimate.  

 

The DNS cache poisoning attack takes place as follows: 

 

1. Let’s say if an attacker wants to poison the cache of the nameserver running on the machine 

abc.xyz.edu by placing in its cache an incorrect IP address for, say, the example.com domain. 

The IP address the attacker wants to place in the cache presumably belongs to some bad-guys 

organization. 

2. Attacker could start the attack by asking the DNS server running at abc.xyz.edu to carry out 

the name lookup for the domain test.com by 

 dig example.com @abc.xyz.edu 

(dig- domain information groper, is a useful utility for interrogating DNS nameservers for 

information about the host IP addresses, mail exchanges, nameservers for other domains ) 

If attacker is not within the abc.xyz.edu domain when he experiments with the above command, 

replace it with the IP address of DNS server provided by his ISP provider. He can see that 

information in his /etc/resolv.conf file. 

3. Assuming that there was no recent name lookup for example.com at the DNS server at 

abc.xyz.edu, the DNS server will make an NS query to the nameserver in charge of the com top-

level domain for the IP addresses of the nameservers in charge of the example.com domain. This 

NS query issued by the nameserver at abc.xyz.edu will contain a pseudorandom Transaction ID 

integer. 

4. As an attacker execute the dig command shown above in one window of his machine, in 

another window he will simultaneously fire up a script that floods abc.xyz.edu with manually 

crafted packets that look like the reply the DNS server at “abc” is expecting but that contain the 

wrong IP address. Each reply will contain a different Transaction ID integer, with the hope that 

the Transaction ID in one of those fake replies will match the Transaction ID in the query sent 

out by server at “abc”. 

5. Obviously, there is now a race between the correct reply from the nameserver that has the 

legitimate IP address for the an example.com domain and the flood of fake replies sent by the 

attacker. If the Transaction ID integers used by the DNS server at “abc” are sufficiently 

predictable, the attacker could get lucky. The DNS server running at “abc” will use the first reply 

that looks legitimate (in the sense that it contains the correct Transaction ID number). 
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6. What could make such an attack worse is that the fake reply is allowed to contain information 

in its Additional Section, information that was not specifically requested in the queries 

emanating from harbor but that would nonetheless be stored away by the DNS server on “abc” if 

it accepts the fake reply. The attacker could, for example, include a wrong IP address for the 

nameservers assigned to the example.com domain.  

7. One can obviously expect the attacker to associate the longest possible TTL with the fake 

replies. Subsequently, all DNS queries to abc.xyz.edu for the domain example.com will be 

directed to the host that belongs to the bad guys. Whether or not the attacker would succeed with 

a DNS cache poisoning attack depends on how deep an understanding the attacker has of the 

pseudorandom number generator used by the attacked nameserver for generating the Transaction 

ID numbers. 

 

Earlier versions of BIND (which is the most widely used DNS software on the Internet 

did not randomize the Transaction IDs; the numbers used were purely sequential. If the attacked 

nameserver is still running one of those versions of BIND, it would be trivial to construct a 

candidate set of Transaction IDs and to then send fake replies to the attacked nameserver’s query 

about the name in question. Obviously, when the attacked nameserver randomizes its 

Transaction IDs, the attacker would need to be smarter about constructing the packet flood that 

would constitute answers to the attacked nameserver’s query. 

 

What increases the odds in attacker’s favor is that BIND’s implementation of the DNS 

protocol actually sends multiple simultaneous queries for the same symbolic name that needs to 

be resolved, each with a different Transaction ID number. This could significantly increase the 

probability of getting the attacked nameserver to accept one of the phony answers to its query 

with only a few hundred packets (instead of the tens of thousands previously believed to be 

needed).Any weaknesses in the pseudorandom number generator used by the attacked 

nameserver will only increase the chances of success by the attacker. If the attacker somehow 

gains knowledge of the previously used Transaction IDs by the attacked nameserver, he/she may 

be able to predict with a high probability the next Transaction ID that the attacked nameserver 

will use. 

 

In addition to the Transaction ID, as already mentioned, there is one more piece of 

information that the attacker needs when sending phony replies to the attacked nameserver: the 

source port that the attacked nameserver uses when sending out its queries about the domain 

name the attacker wants to hijack.The attacker can safely assume that the port in the destination 

address used in the query packets issued by the attacked nameserver is 53 since that is the 

standard port monitored by nameservers. However, the source port at the attacked nameserver 

machine from which the queries are emanating is another matter altogether. It turns out that more 

often than not BIND reuses the same port for queries on behalf of the same client. 
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PROPOSED SYSTEM 

    

 The proposed system consists of an Oracle Virtualbox that contains two Linux virtual 

machines namely the attacking system and the DNS server. The attacking system is configured 

using the Backtrack operating system. The several DNS analysis tools available in Backtrack 

maybe used to simulate the attack. Wireshark is used to capture the packets. An algorithm maybe 

implemented to detect the DNS cache poisoning and DNS rebinding attack. The proposed system 

diagram and flowchart is shown in Fig.1 and Fig.2 respectively. The overall system can be 

divided into 3 modules, they are 

 

1) Attacking Module 

2) Packet Capture Module 

3) Detection Module     

 

The overall system can be explained as follows:       

 

  1) Attacking Module: The attacking module includes the formal environment in which 

the attack is being carried. Two different attacking scenarios have to be depicted in this module 

to simulate the DNS cache poisoning and DNS rebinding attack respectively. What is common to 

both modules is the inclusion of the attacking system configured using Backtrack and the DNS 

server primarily configured in Linux. The attacks are launched using the various DNS analysis 

and exploitation tools available in Backtrack. 

 

 

 
 

Fig.1. Proposed System Diagram 
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Fig.2. Proposed System Flowchart 

 

2) Packet Capture Module: Depending upon which attack is being simulated the scenario 

differs in capturing the packet. For. Eg. In DNS Cache poisoning attack, it is important to find 

out the number of request and response messages that are being fired. Whereas in DNS rebinding 

attack it is important to analyze the packet contents for malicious contents. The amount of packet 

flows becomes more important in DNS cache poisoning compared to DNS rebind attack even 

though packet evaluation is necessary in both. The packets can be captured using Wireshark 

which is a free and open-source packet analyser.  

 

3) Detection Module: This module detects the nature of the attack being carried out and 

thus helps to identify the attack that is underway. Based on carefully examining the average 

number of flows generated, the average number of connecting hosts and the packet contents one 

can definitely conclude the type of attack that is on the rise. The module becomes the final stage 

to carefully classify the type of attack. 
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The below block diagram in Fig.3 shows the setup and workflow of the DNS cache 

poisoning attack. 

 

 
 

Fig.3. Overall System: DNS Cache Poisoning 

 

The working of the proposed system proceeds as follows 

1) The attacker tries to poison the cache of the nameserver running on the machine by placing in 

its cache an incorrect IP address presumably belonging to some bad guys organziation. 

2) Attacker could start the attack by asking the DNS server running at a particular authoritative 

domain to carry out the name lookup for the  subdomain by 

dig subdomain @domain 

3) Assuming that there was no recent name lookup for subdomain at the DNS server, the DNS 

server        will make an NS query to the nameserver in charge of the com top-level domain for 

the IP addresses of the nameservers in charge of the subdomain. This NS query issued by the 

nameserver at the particular authoritative domain will contain a pseudorandom Transaction ID 

integer. 

 4) As an attacker execute the dig command shown above in one window of his machine, in 

another window he will simultaneously fire up a script that floods the domain with manually 

crafted packets that look like the reply the DNS server at the domain is expecting but that contain 

the wrong IP address. Each reply will contain a different Transaction ID integer, with the hope 

that the   Transaction ID in one of those fake replies will match the Transaction ID in the query 

sent in step 3. 

 5) Obviously, there is now a race between the correct reply from the nameserver that has the      

legitimate IP address for the sub domain and the flood of fake replies sent by the attacker. If the 

Transaction ID integers used by the DNS server at particular domain are sufficiently predictable, 
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the attacker could get lucky. The DNS server running at the domain will use the first reply that 

looks legitimate (in the sense that it contains the correct Transaction ID number). 

 

CONCLUSION 

 

  Over the years the Internet has expanded to enormous proportions, with increasing 

numbers of hosts and availability of high-speed connections. This expansion has also led to an 

increase in the number of attacks on hosts. The Domain Name System (DNS) is one of the 

important parts of the internet. Without it most people would not be able to connect to their 

favourite website. It is not hard to imagine that DNS servers have also been the targets of attacks.  

 

Although system administrators are continuously adding new lines of defence to protect 

their infrastructure, the new generation of attackers is continuously trying new approaches to find 

ways to circumvent these defences. It is predicted that the number of Internet users will scale 

exponentially in the coming years. Hence attackers can also gain a foothold and exploit the 

vulnerabilities and deficiencies inherent in the DNS systems. Thus the need of the hour is the 

development of strategic technologies that could prevent such attacks from taking place. The 

researchers need to have a thorough understanding of the DNS systems and must be on the 

lookout for new attacks that could possibly disrupt the functioning of the DNS systems.  

 

This current scenario forces one to find out ways to detect such attacks in the inception 

itself so that adequate preventive measures can be enforced. The key to any such preventive 

measures is always to find out the way in which the attack was carried out in the first place. Thus 

this paper focuses on emulating these attacks using Virtualbox and Backtrack.  
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