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ABSTRACT 

 

Intrusion detection has become a necessity for every organization that is using computers for 
storing and retrieving information. We can achieve scaling network detection to high network 

speed by using multiple sensors operating in parallel with z suitable load balancing traffic 
splitter. We have proposed two methods for improving system performance. The first method 
involves the use of early filtering. In this method, we process a portion of the packets on the 

splitter rather than on the sensors. The second method involves the use of locality buffering. In 
this method, the memory access locality on the sensors is improved by the suitable reordering of 

packets by the sensors. The method of early filtering reduces the number of packets to be 
processed by 28% ,giving a 7% increase in sensor performance, while the method of locality 
buffers improve the sensor performance by about 9%. When these two methods are used in 

combination, they result in an overall improvement of 18%, thereby improving the performance 
of the slowest sensor by 12%. 
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 INTRODUCTION 

 

The increasing usage of computer networks by companies and government agencies has given 
rise to increase in the need of protecting the computer systems from attacks. An intrusion attack 

in a computer network can result in the loss of information, unauthorized access by a malicious 
user, or modification of huge amount of data [1]. It may affect the confidentiality, integrity and 
reliability of the data or information on the network. Intrusion detection can be done vastly in 

two ways: Anomaly detection and Misuse detection. Anomaly detection involves comparison to 
the traffic that is known to be normal. When measured activity is outside baseline parameters, 

IDS will trigger an alert. The misuse detection technique looks for an attack that is already 
documented in the signature database [2,3,4]. The anomaly-based detection systems typically 
utilize threshold monitoring to indicate when a certain established metric has been reached. On 

the other hand, misuse detection techniques frequently utilize a rule -based expert systems. When 
applied to misuse detection, the rules become scenarios for network attacks. Unfortunately, since 

expert systems have no capability for autonomous learning they require frequent updates by a 
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system administrator to remain current. When a new form of attack is identified the signature 
must be manually encoded as a rule in the expert system for it to be identified in the network 

stream and these updates may be ignored or performed infrequently by the administrator. Rule –
based systems also suffer from a lack of flexibility in the rule-to-audit record representation [5]. 

Slight variations in an attack sequence can affect the activity-rule comparison to a degree that the 
attack is not detected by the intrusion detection mechanism. 
 

Effective intrusion detection requires significant computational resources. For example, widely 
deployed systems such as snort need to match packet headers and payloads against tens of 

header rules and often many hundreds of strings defining attack signatures. This task is much 
more expensive than the simple header processing performed by packet forwarders and firewalls 
[6,7,8]. Therefore, performing intrusion detection at high network speeds (e.g. 1 Gbit/s and 

beyond) requires the use of multiple sensors operating in parallel, fed by a suitable traffic splitter 
element. Given the high resource demands of intrusion detection, we consider ways of boosting 

sensor performance by rethinking the design of IDS traffic splitters [9,10]. We argue that traffic 
splitters should implement more active operations on the traffic stream with the goal of reducing 
the load on the sensors, rather than just passively providing generic, flow-preserving load 

distribution. This paper presents two such active mechanisms. The first is based on the 
observation that a significant fraction of packets only require header processing. Given that 

header processing is relatively cheap (and can be easily performed in hardware) we can 
implement this function as part of the0020splitter [11]. The main benefit of this method of early 
filtering is that the amount of traffic that needs to be transmitted and processed by the sensors 

can be reduced significantly. 
 

The second mechanism is based on the observation that different types of packets trigger 
different subsets of the IDS rule-set, placing a significant burden on the sensor memory 
architecture. We present an algorithm for locality buffering, so that packets of the same type are 

grouped together on the splitter before being forwarded to the sensors. The benefit of this method 
is that it increases performance without altering the semantics of the traffic stream and without 

requiring changes on the sensors. 
 

EARLY FILTERING 

 

The main idea in early filtering is to implement part of the sensor functionality on the splitter. 

Since a fraction of packets is only subject to header analysis, which is significantly cheaper than 
content-matching, we can efficiently perform this function on the splitter. This is expected to 
reduce the load on the sensor but also on the overall system, as the process of sending packets 

from the splitter to the sensors can often be avoided. To perform early filtering we analyze the 
IDS rule-set and extract the rules that does not require content matching [12]. We observe that 

this is a small portion of the default rule-set in snort. We refer to this set of rules as the early 
filtering rule-set. We expect that processing a small number of header rules in the early filtering 
rule-set on the splitter can be easily supported in hardware [13]. The splitter then operates as 

follows. When a packet is received it is first checked against the Early Filtering rule-set. If no 
rule is matched and the packet contains no payload then the packet is discarded. If no rule is 

matched but the packet does contain a payload that needs to be analyzed, it is forwarded to one 
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of the sensors. If the packet matches a rule then again, it is forwarded to the sensors for 
generating an alert. 

  

LOCALITY BUFFERING 

 

Locality buffering is a method for adapting the packet stream in a way that improves 
performance of each NIDS sensor. The idea is based on the fact that there are specific rule-sets 

for specific types of traffic. Consequently, when checking a packet, each sensor will have to 
bring the working set that corresponds to the rules of that packet. Alternating between rule-sets 

results in cache misses due to conflicts and therefore performance degrades [14]. To increase 
memory locality, the splitter analyzes incoming packets, and then places them on separate 
buffers trying to keep in each buffer packets of the same type. When a buffer becomes full, all 

packets are transmitted to sensor in sequence. This increases the average number of same-type 
packets that are received by the sensor back-to-back. Therefore increases memory locality which 

in turn results in better performance. 
 
EXPERIMENTS 

 
We present the experiments that are based on early filtering and locality buffering. We will 

present the effect of these two techniques on the NIDS. For our experiments we have used 
Pentium III processor PC with 512 KB cache and 512 MB of main memory. The host operating 
system used is Linux. The NIDS software used is snort version 2.0 compiled with gcc version. 

 
In our most experiments, we have read a packet trace from disk. But, for early filtering 

experiments, we have received traffic from the network.  
 
In the later case, a simple network is used with two hosts H1 and H2 and a monitoring host Hm. 

The work of host H1 is limited to reading the trace from file and sending the traffic to host H2.  
We can replay the trace at maximum rate since the exact timing of trace packets has ne gligible 

effect on NIDS behavior. 
 
EFFECT OF EARLY FILTERING 

 

It has been observed that more than 39% of the packets do not contain any payload. In fact, most 

of these packets are TCP acknowledgements and they are not matched with the rule-sets of early 
filtering. Therefore, these packets can be easily made to be dropped by the splitter during early 
filtering. On the other hand, there remained small fraction of packets  that are actually matched 

by the rule-sets of early filtering. These packets are then forwarded to the sensor. 
 

This early filtering thus reduces the actual detection workload on every sensor. It also reduces 
the burden on network subsystem for the processing of interrupts and bringing packets from the 
network interface to user5 space for processing. 

 
We have measured the effect of early filtering on sensor performance by measuring the user and 

system time of running snort with the original trace and a trace that does not contain the packets 
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that are dropped by early filtering. We observed that the system time is decreased by 16.2% 
while the user time is reduced by 7%. So there is a significant improvement of 7% in the results.  

 
Fig 1: Effect of Early Filtering on sensors for a NIDS 

 
 

EFFECT OF LOCALITY BUFFERING 

 

In order to find the benefit of using locality buffering technique, we can measure the total 
workload of NIDS on each sensor in the terms of measured user time. We can also measure the 

workload of the most loaded sensor, when the workload is not ideally distributed.We observed 
how the performance is affected when we are using different numbers of sensors that are 
participating as well as by changing the number and size of locality buffers.  

 
 

Fig 2 Effect of Locality Buffering on sensors in a NIDS  

 

 
 

EARLY FILTERING AND LOCALITY BUFFERING TOGETHER  

 

We have used both early filtering and locality buffering together. For this, we apply the early 
filtering method on packet trace, while splitting the remaining packets to four sensors using 16 
locality buffers of 256 kb per sensor. The overall improvement observed is 18%. This is a 

significant improvement over when the two methods are used separately.  
 

CONCLUSIONS 

 
In this paper, active traffic splitter architecture for intrusion detection is proposed. We have 

observed that the traffic splitter can do more significant work than merely splitting off the 
network traffic. This can be done by two methods. The first method proposed is early filtering, in 
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which the traffic splitter processes and filters some amount of traffic in order to reduce the load 
on sensors. The second method is locality buffering, in which the packets belonging to similar 

type are buffered together and then are forwarded to the sensors. This method has resulted in 
improved performance of sensors in a NIDS by increasing the memory access locality on them.  

When we use both these methods together, our system performance is improved by 18%, while 
the running time of most loaded sensor is improved by 12%. 
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